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Relational set operators

     The data in relational tables are of limited value unless can be manipulated to generate useful information. This section describes the basic data manipulation capabilities of the relational model. Relational algebra defines the theoretical way of manipulating table contents using the following operators:

1. UNION

          Combines all rows from tow tables,  excluding duplicate rows.

    The tables must have the same attribute characteristics (the columns

     and domains must be identical) to be used in UNION. 
[image: image1]
2. INTERSECT

         Yields only the rows that appear in both tables.  Was

        True in the case of UNION, the tables must be union-compatible

        to yield valid results.

[image: image4.jpg]The degree of relational completeness can be defined by the extent to which relational algebra is supported. To
be considered minimally relational, the DBMS must support the key relational operators SELECT, PROJECT, and

JOIN. Very few DBMSs are capable of supporting all eight relational operators.

The relational operators have the property of closure; that is, the use of relational algebra operators on existing tables
{relations) produces new relations. There is no need to examine the mathematical definitions, properties, and
haracteristics of those relational algebra operators. However, their use can easily be illustrated as follows:

UNION combines all rows from two tables, excluding duplicate rows. The tables must have the same attribute
characteristics (the columns and domains must be identical) to be used in the UNION. When two or more tables
share the same number of columns, when the columns have the same names, and when they share the same for
compatible) domains, they are said to be union-compatible. The effect of a UNION is shown in Figure 3.5.
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2. INTERSECT yields only the rows that appear in both tables. As was true in the case of UNION, the tables must
be union-compatible to yield valid results. For example, you cannot use INTERSECT if one of the attributes is
numeric and one is character-based. The effect of an INTERSECT is shown in Figure 3.6.
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DIFFERENCE yields all rows in one table that are not found in the other table; that is, it subtracts one table

from the other. As was true in the case of UNION, the tables must be union-compatible to yield valid results.





3. DIFFERENCE

        Yields all rows in one table that are not found in the other 

       Table; that is subtracts one table from the other, the tables must be

       Union-compatible to yield valid results.

[image: image5.jpg]The effect of a DIFFERENCE is shown in Figure 3.7. However, note that subtracting the first table from the
second table is not the same as subtracting the second table from the first table.
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4. PRODUCT yields all possible pairs of rows from two tables—also known as the Cartesian product. Therefore,
if one table has six rows and the other table has three rows, the PRODUCT yields a list composed of 6 x 3
= 18 rows. The effect of a PRODUCT is shown in Figure 3.8.
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5. SELECT, also known as RESTRICT, yields values for all rows found in a table that satisfy a given condition.
SELECT can be used to list all of the row values, or it can yield only those row values that match a specified

criterion. In other words, SELECT yields a horizontal subset of a table. The effect of a SELECT is shown in
Figure 3.9.





4. PRODUCT

        Yields all possible pairs of rows from two tables also known 

     as the Cartesian product. 
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& PROJECT yields all values for selected attributes. In other words, PROJECT vields a vertical subset of a table.
The effect of a PROJECT is shown in Figure 3.10.
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7. JOIN allows information to be combined from two or more tables. JOIN is the real power behind the relational
database, allowing the use of independent tables linked by common attributes. The CUSTOMER and AGENT
tables shown in Figure 3.11 will be used to illustrate several types of joins.





5. SELECT

          Also known RESTRICT, yields values for all rows found in a 

     table that satisfy a given condition.
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A natural join links tables by selecting only the rows with common values in their common attributef(s). A
natural join is the result of a three-stage process:

a. First, a PRODUCT of the tables is created, yielding the results shown in Figure 3.12.
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b. Second, a SELECT is performed on the output of Step a to vield only the rows for which the
AGENT_CODE values are equal. The common columns are referred to as the join columns. Step b yields
the results shown in Figure 3.13.





6. PROJECT

           Yields all values for selected attributes. In other words

      , PROJECT yields a vertical subset of a table.
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You may wonder why the outer joins are labeled left and right. The labels refer to the order in which the tables
are listed in the SQL command. Chapter 7 explores such joins.

8. The DIVIDE operation uses one single-column table (i.e. column “a”) as the divisor and one 2-column table (i.e.
columns “a” and “b") as the dividend. The tables must have a common column (i.e. column “a”.) The output
of the DIVIDE operation is a single column with the values of column “a” from the dividend table rows where

the value of the common column (i.e. column “a”) in both tables match. Figure 3.17 shows a DIVIDE.
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Using the example shown in Figure 3.17, note that:
a. Table 1is “divided” by Table 2 to produce Table 3. Tables 1 and 2 both contain the column CODE but do
not share LOC.

|
|

| b. To be included in the resulting Table 3, a value in the unshared column (LOC) must be associated (in the
dividing Table 2) with every value in Table 1.

c. The only value associated with both A and B is 5.

A DICTIONARY AND THE SYSTEM CA

LOG

1

1 The data dictionary provides a detailed description of all tables found within the user/designer-created database.
‘ Thus, the data dictionary contains at least all of the attribute names and characteristics for each table in the system.
| In short, the data dictionary contains metadata—data about data. Using the small database presented in Figure 3.4,
you might picture its data dictionary as shown in Table 3.6.





7. JOIN

                    Allows information to be combined from two or more tables, 

             their are several type of JOIN:
              - natural join links tables by selecting only the rows with 
              common values in their common attributes .It is the result of a 

              three- stage process:
a- PRODUCT

b. SELECT  on output of step a


c. A PROJECT on the result of step b yield a single copy of each attribute, thereby eliminating duplicate columns.


-equijoin
    Links tables on the basis of an equality condition that compares

  specified columns of each table. the outcome of the equijoin does 

  not eliminate duplicate columns, and the condition or criterion use 

  to join the tables must be explicitly defined.

-outer join
   a- left outer join
        yields all of the rows in the CUSTOMER table, including those 

        that do not have a matching value in the AGENT table. 

[image: image9.jpg]c. A PROJECT is performed on the results of Step b to yield a single copy of each attribute, thereby
eliminating duplicate columns. Step c yields the output shown in Figure 3.14.

The final outcome of a natural join yields a table that does
not include unmatched pairs and provides only the copies of
the matches.

Note a few crucial features of the natural join operation:

*  Ifno match is made between the table rows, the new
table does not include the unmatched row. In that
case, neither AGENT_CODE 421 nor the customer
whose last name is Smithson is included. Smithson’s
AGENT_CODE 421 does not match any entry in
the AGENT table.

*  The column on which the join was made—that is, AGENT_CODE—occurs only once in the new table.

® If the same AGENT_CODE were to occur several times in the AGENT table, a customer would be listed for
each match. For example, if the AGENT_CODE 167 were to occur three times in the AGENT table, the
customer named Rakowski, who is associated with AGENT_CODE 167, would occur three times in the
resulting table. (A good AGENT table cannot, of course, yield such a result because it would contain unique
primary key values.)

Another form of join, known as equijoin, links tables on the basis of an equality condition that compares specified
columns of each table. The outcome of the equijoin does not eliminate duplicate columns, and the condition or
criterion used to join the tables must be explicitly defined. The equijoin takes its name from the equality comparison
operator (=) used in the condition. If any other comparison operator is used, the join is called a theta join.

In an outer join, the matched pairs would be retained and any unmatched values in the other table would be left null.
More specifically, if an outer join is produced for tables CUSTOMER and AGENT, two scenarios are possible:

A left outer join yields all of the rows in the CUSTOMER
table, including those that do not have a matching value in
the AGENT table. An example of such a join is shown in
Figure 3.15.

A right outer join yields all of the rows in the AGENT
table, including those that do not have matching values in
the CUSTOMER table. An example of such a join is shown
in Figure 3.16.





b- right outer join
     yields all of the rows in the AGENT table, including those 

     that do not have a matching value in the CUSTOMER table .

8. DIVID
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Table1is divided by table 2 to produce table3 . table 1 and 2 both contain CODE but do not share LOC.

To be included in the table3 ,a value in the unshared column(LOC)must be associated (in the dividing table 2) with every value in the table 1.

The only value associated with both A and B is 5. 
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